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eTable 1. Study population

Measures for all women All Diagnosed Women Healthy Women

Women, No. 8,805 739 8066

Screening rounds, No. 8,805 739 8066

Age at screening, years

Median 54.5 59.8 53.7

IQR 47.4-63.5 49.8-65.8 47.2-63.2

Age at diagnosis, years

Median 59.9

IQR 50.0-65.9

Mammographic dense area, cm2

Median 32.2 32.9 32.1

IQR 24.1-42.7 24.8-44.2 24.0-42.5

Mammographic percent density, %

Median 21.9 21.3 22.0

IQR 13.8-32.1 13.9-32.6 13.8-32.0

Tumor characteristics for diagnosed women

Detection Mode

Screen-detected cancer

No. (%) 618 (84)

Clinically detected cancer

No. (%) 121 (16)

Invasiveness

In situ cancer only

No. (%) 85 (12)

Invasive cancer

No. (%) 640 (86)

Missing information, No. (%) 14 (2)

Tumor size, mm

In situ only size (n=82)

Median 28.5

IQR 13-44

In situ component of invasive cancer (n=235)

Median 20

IQR 10-38

Invasive tumor size (n=630)

Median 15

IQR 10-21

Invasive tumor histology, No.

Ductal
a

No. (%) 514 (80)

Lobular

No. (%) 82 (13)

Other

No. (%) 43 (7)

Missing information, No. (%) 1 (0)

IQR=Interquartile range

Percentages do not always sum to 100% due to rounding

a
 Ductal includes tumors that are only ductal as well as mixed

tumors with a ductal component  
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eTable 2. Specificity and algorithm score cut-points per sensitivity level.

Sensitivity Algorithm 1 Algorithm 2 Algorithm 3

level Specificity Cut-point Specificity Cut-point Specificity Cut-point

>99% 34.3% 0.0087 26.9% 0.1272 25.8% 0.3050

>97% 60.4% 0.0292 37.8% 0.1596 42.5% 0.4770

>95% 70.3% 0.0504 47.6% 0.1925 57.6% 0.6260

>90% 87.1% 0.1451 73.7% 0.3183 73.3% 0.7850

>85% 93.8% 0.2792 86.1% 0.4238 83.7% 0.8670

>80% 97.6% 0.4622 89.9% 0.4749 80.2% 0.9060

>75% 98.8% 0.6008 94.4% 0.5540 92.8% 0.9460  
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eTable 3. Screening performance benchmarks for radiologists and 

for algorithms operating at BCSC specificity level (n=8,805 examinations)

Benchmark Point Estimate (95% Confidence Interval)

Benchmark Algorithm 1 Algorithm 2 Algorithm 3

Specificity 88.9%
a

(88-90%) 88.9%
a

(88-90%) 88.9%
a

(88-90%)

Sensitivity 88.6% (86-91%) 81.3% (78-84%) 80.2% (77-83%)

Accuracy 88.9% (88-90%) 88.9% (88-90%) 89.0% (88-90%)

PPV 5.0% (3.9-6.1%) 4.6% (3.5-5.6%) 4.5% (3.5-5.6%)

AIR 116 (109-123) 115 (109-122) 114 (108-121)

CDR 5.76 (4.16-7.4) 5.28 (3.8-6.8) 5.19 (3.7-6.7)

FNR 11.4% (9.2-13.9%) 19.0% (15.9-21.7%) 20.0% (17.2-23.1%)

PPV = Positive Predictive Value; AIR = Abnormal Interpretation Rate (per 1000 exams);

CDR = Cancer Detection Rate (per 1000 exams); 

FNR = False Negative Rate (per cancer diagnosed within 12 months). 

a
Specificity for the algorithms were set at the same level as for BCSC 88.9%  
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eTable 4. Number of Abnormal Interpretations and Cancers Detected for Algorithms and Readers Alone and Combined With the Assessment 

of the First and Second Reader; Limited to Invasive and to Advanced Cancers 

 Algorithm 
1 

 Algorithm 
2 

 Algorithm 
3 

 First Reader Second Reader 

Detected in situ cancers (out of a total of 85 women of which 78 were screen-deteted by the original radiologists and 7 clinically 
deteted)  

  

Alone 71 ref. 65 ref. 65 ref. 76 ref. 76 ref. 

With First Reader 80 + 13% 79 + 22% 78 + 20% -  80 + 5% 

With Second Reader 80 + 13% 78 + 20% 79 + 22% 80 + 5% -  

With Both Readers 81 + 14% 80 + 23% 80 + 23% -  -  

Detected invasive cancers (out of a total of 640 women of which 534 were screen-deteted by the original radiologists and 106 clinically deteted)   

Alone 530 ref. 426 ref. 431 ref. 491 ref. 510 ref. 

With First Reader 569 + 7% 534 + 25% 540 + 25% -  553 + 8% 

With Second Reader 576 + 9% 553 + 30% 557 + 29% 553 + 13% -  

With Both Readers 578 + 9% 565 + 33% 569 + 32% -  -  

Deteted cancer of Stage 2 or higher (out of a total of 204 women of which 142 were screen-deteted by the original radiologists and 62 clinically deteted)  

Alone 160 ref. 119 ref. 124 ref. 139 ref. 139 ref. 

With First Reader 165 + 3% 150 + 26% 155 + 25% -  153 + 10% 

With Second Reader 169 + 6% 154 + 29% 159 + 28% 153 + 10% -  

With Both Readers 169 + 6% 159 + 34% 162 + 31% -  -  
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eFigure 1. Study Sample Flowchart 
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eFigure 2. Examples of Mammograms of Cancer Identified by AI CAD but Missed by Both 

Radiologists 
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eFigure 3. Examples of Mammograms of Cancer Identified by Radiologists but Missed by All  

Three AI CAD  
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eFigure 4. Box Plot of the 3 AI CAD Algorithms' Prediction Scores Grouped by Diagnosed 
Women and Healthy Women 
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eAppendix. Summary Description of the Three Algorithms 
AI-1, AI-2, and AI-3 
 

Each commercial vendor was asked the structured set of questions below. For each question, this first 

section contains our summary and estimated algorithm at advantage. Thereafter follows the original 

replies from each vendor. 

 

 

PART A - TECHNIQUE 

 

1. Please describe in detail any pre-processing done to the images such as normalization, cropping, or 

segmentation. 

 

SUMMARY: All do some form of intensity normalization. This is a crucial step to get the model to train well, 

AI-1 uses DICOM intensity windows which we have found performs better than [0, 1] normalization and 

standardization. All seem to work with reasonably high resolution images, AI-1 standardizes the image sizes to 

2048x2048, AI-2 uses 1750 height images with cropped out background, AI-3 uses original resolution (they do 

not address how they deal with images of different sizes.  Advantage: unclear 

 

2. Please provide a detailed description of the network architecture used, with appropriate references. Any 

deviations from the default should be described (e.g. a ResNet-50 https://arxiv.org/abs/1512.03385 backbone 

where the kernels of the first layer are changed to 3x3x1 to accommodate single-channel input, with global 

pooling after the last feature layer) 

 

SUMMARY: AI-3 did not disclose.  AI-1 uses ResNet-34 which has more parameters and is known to perform 

better than mobilenet AI-2, which is designed to be efficient (e.g. for mobile phones). See the plot in Fig 1 of 

https://arxiv.org/pdf/1810.00736.pdf. Advantage: AI-1 

 

3. Describe how the network was initialized for training (e.g. ImageNet pretrained weights, He initialization). 

 

SUMMARY: AI-1 and AI-2 both use ImageNet pretraining and pretraining on tumor patches. AI-3 seems to use 

a mix of ImageNet pretraining and training for random initialization, but no tumor pretraining. Advantage: AI-1 

and AI-2 

 

4. Does the network make predictions at the image-level or the patient level? Does the network consider multiple 

views? How are patient-level predictions obtained (e.g. the patient prediction is the mean of the network 

predictions from each view). 

 

SUMMARY: None of the models seem to consider all views, they combine image-level predictions. AI-1 picks 

the maximum of image-level predictions, AI-2 averages each breast and picks the max, AI-3 provides an unclear 

response. Advantage: unclear 

 

5. Describe the training procedure - were any special learning techniques used (e.g. curriculum learning, 

distillation, multi-task learning, semi-supervised learning)? Was patch-based pretraining used? If so, please 

describe the procedure. 

 

SUMMARY: AI-1 uses a two-stage procedure. The first is a well-known patch-level pretraining. The second is 

image-level weakly supervised (they describe it as semi-supervised, but to my reading weakly supervised is a 

better description).  In Stage 1 they use pixel-level annotations in Stage 1, and in Stage 2 they did the same for 

images that had such annotations, otherwise they use weak supervision (image level annotations). AI-2 follows 

Li Shen’s work to a great extent (https://www.nature.com/articles/s41598-019-48995-4) with a two-stage 

procedure: patch followed by full image. They used public datasets. AI-3 gives an unclear answer, but from their 

later answer in B.2 it seems they also use pixel-level annotations. Advantage: AI-1 and AI-3 using pixel-level 

annotations trains the network to do segmentation of the tumors which is a more difficult task than image-level 

classification, and these rich pixel-level annotations seem to help. 

 

6. Describe any data augmentation techniques employed during training. 

 

https://eur01.safelinks.protection.outlook.com/?url=https%3A%2F%2Farxiv.org%2Fabs%2F1512.03385&data=02%7C01%7Cfredrik.strand%40ki.se%7Ca3bbd3a026ea4283ae0008d7a2a1691c%7Cbff7eef1cf4b4f32be3da1dda043c05d%7C0%7C0%7C637156686450307032&sdata=xCk7cmwaS8m4KVnqspOWEKftN9%2Bm7xwa8nZIMAc4Pfg%3D&reserved=0
https://arxiv.org/pdf/1810.00736.pdf
https://www.nature.com/articles/s41598-019-48995-4
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SUMMARY: AI-1 standard augmentations, AI-2 standard augmentation - but lacking contrast and brightness, 

AI-3 unclear. Our experience is that brightness/contrast augmentation helps a bit. Advantage: slight advantage 

to AI-1. 

 

7. Were any techniques used for class balancing during training (e.g. oversampling, focal loss)? 

 

SUMMARY: All used oversampling. Advantage: none. 

 

8. Describe any inference-time techniques used (e.g. ensembling, test-time augmentation). 

 

SUMMARY: AI-1 uses an ensemble of models (unknown number) with test-time-augmentation (TTA) flipping 

the image direction, AI-2 uses the same with 3 models, AI-3 uses ensembling but is unclear how. Advantage: 

slight advantage to AI-1 and AI-2 because of TTA 

 

9. If there are any noteworthy details not covered in the previous questions, please list them here. 

 

SUMMARY: AI-1 uses batch-instance norm to get the benefits of batch norm and instance norm - according to 

https://arxiv.org/pdf/1805.07925.pdf this technique helps the network preserve meaningful image styles and 

normalize away disturbing ones. They also use a decoder with a reconstruction loss to recover the pixel-level 

image annotations. This helps them get strong localized tumor detections. AI-2 nothing new reported. AI-3 

nothing new reported. Advantage: advantage to AI-1 

 

 

PART B - DATA  

 

1. What number of training cases did you use? How many cases? How many controls? 

 

SUMMARY: Our estimates of their training examples (image-level) 

(1) 72,000 cancer images, 680,000 normal 

(2) 10,000 cancer images, 229,000 normal 

(3) 6,000 cancer images, 106,000 normal 

According to https://arxiv.org/abs/1712.00409, the data advantage of AI-1 may be sufficient to explain the 

performance gap to the other models. Advantage: clear advantage to AI-1 

 

2. If you used weak- or semi-supervised learning - how many labeled and unlabeled cases did you use for 

training? What type of supervision did you provide? 

 

SUMMARY: This was covered in A.5. AI-1 uses weakly supervised learning in the sense that when they don’t 

have pixel-level annotations they use image-level. AI-2 and AI-3 did not use weak or semi-supervised learning. 

Advantage: slight advantage to AI-1 

 

3. Which brands of mammography devices were represented in the training data?  

 

SUMMARY: AI-1 uses mostly GE, AI-2 and AI-3 use mostly Hologic. All report several brands in their data. 

The test data is Hologic, so presumably that would give them some advantage to methods trained on more 

Hologic images. Advantage: slight AI-2 and AI-3 

 

4. What, if any, technique did you use to de-bias the algorithm in relation to mammography devices used? 

 

SUMMARY: AI-1 is not explicitly a debiasing technique but may give some benefit, AI-2 none, AI-3 none. 

Advantage: slight AI-1 

 

5. Did you aim to, and did you achieve, a wide distribution of women in terms of age, ethnicity, country of 

residence, and mammographic density?  

 

SUMMARY: AI-1 has been trained on women from three continents, AI-2 from two continents and AI-3 does 

not provide data. Advantage: possibly AI-1 due to wider coverage - however, in general machine learning 

methods perform best when the test distribution matches the training distribution. Presumably that would favor 

the algorithm trained on UK and US images rather than Korean. 

 

https://arxiv.org/pdf/1805.07925.pdf
https://arxiv.org/abs/1712.00409
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6. Did you aim to, and did you achieve, a wide distribution of tumor size, histology, in situ vs. invasive cancer, 

and molecular subtypes (i.e., Luminal A, B etc)? 

 

SUMMARY: Not enough information provided to summarize. Advantage: unclear. 

 

7. What was the size (pixels x pixels) of the input images to the network? 

 

SUMMARY: AI-1 448x448 in stage 1, 1920x1280 in stage 2 after random crop, AI-2 1750x?? maintaining 

aspect ratio, AI-3 original size. Advantage: slight AI-3, but the benefit could be offset by more difficult training 

due to memory issues 

 

8. What was the format of the input images (e.g., PNG, DICOM)? 

 

SUMMARY: AI-1 PNG, AI-2 PNG/JPG, AI-3 DICOM. Advantage: only disadvantage is to use lossy 

compression (JPG). 

 

9. What was the bit depth of the input images (8-bit, 10-bit, 12-bit, 14-bit, 16-bit)? 

 

SUMMARY: AI-1 8-bit, AI-2 unclear, but probably 8-bit, AI-3 12- or 16-bit from DICOM. Advantage: AI-3 

 

10.  If you used multi-stage training (such as patch pre-training) please describe the procedure for each stage.  

 

SUMMARY: Covered in A.5. 

 

 

PART C - OUTCOMES AND VALIDATION 

 

1. Did you use two or multiple outcomes for training? Which outcomes were used?  

 

SUMMARY: AI-1 tumor/benign/normal at pixel level and at image-level, AI-2 tumor/benign/normal at patch 

level and cancer/no-cancer at image level, AI-3 cancer/non-cancer at image level. Advantage: AI-1 and AI-2 

using more labels can be helpful. 

 

2. Did you differentiate between screen-detected and clinically detected cancers? If so, please describe how. 

 

SUMMARY: No vendor reported making this distinction in terms of outcome. However, both screening 

examinations and clinical examinations were part of the training set of all algorithms. Advantage: None 

 

3. Did you take the time from image to detection into account? If so, please describe how.  

 

SUMMARY: AI-1 6 months window, AI-2 1-year window, AI-3 not clear. Advantage: possible advantage for AI-

1 because tumors may be more visible due to the shorter time to diagnosis. 

 

4. How were these outcomes defined (e.g., pathology-verified or radiologist assessment)? 

 

SUMMARY: All vendors reported pathology-verified cancer outcomes. AI-1 reported that also benign lesions 

were verified by pathology or by follow-up. AI-1 and AI-2 reported that benign outcomes were defined by 1-year 

follow-up, while AI-3 did not disclose. Advantage: None. Also refer to C1 above. 

 

5.  How were outcomes quality-checked (e.g., random cases studied in detail in hospital records)? 

 

SUMMARY: Not enough information provided. Advantage: Unclear. 

 

6. How did you ensure that your algorithm is stable over time (and with subtle changes in settings and systems)? 

 

SUMMARY: No explicit algorithmic measures were mentioned. Advantage: Possibly for AI-1, which has more 

data from more sources. 

 

7. Do you apply any techniques to hinder your algorithm from producing an output for images that deviate 

substantially from the images used in training? If so, please describe. 
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SUMMARY: No response from any vendor clearly describes such a technique. Advantage: Unclear. 

 

8. Did you have access to providers of external validation (i.e., using images and labels that you do not have 

access to)?  

 

SUMMARY: AI-1 No, AI-2 using DREAM test set, AI-3 –unclear response, but indicates Yes. Advantage: AI-2 

and AI-3 but this will not result in a better model, just knowledge of how it generalizes 

 

 

PART D - SUBSEQUENT CHANGES 

 

Please describe the nature and/or effect of updates subsequent to the version of the algorithm used in this study 

 

SUMMARY: AI-1 plans improvements in accuracy, device coverage, robustness and generalization, AI-2 

reports training on more data and incorporating explicit localization via a detection framework that leverages 

both strongly and weakly labeled data: https://arxiv.org/abs/1912.11027, AI-3 reports increased performance 

due to unspecified design change and training with more data from more sources. 

 

https://arxiv.org/abs/1912.11027
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Algorithm 1 (AI-1) 
 

Original responses from the commercial provider of AI-1. 

 

 

PART A - TECHNIQUE 

 

1. Please describe in detail any pre-processing done to the images such as normalization, cropping, or 

segmentation. 

 

REPLY:  

- Normalization (using window center & width described in the original dicom file) 

- Rescaling (height to be 2048) 

 

2. Please provide a detailed description of the network architecture used, with appropriate references. Any 

deviations from the default should be described (e.g. a ResNet-50 https://arxiv.org/abs/1512.03385 backbone 

where the kernels of the first layer are changed to 3x3x1 to accommodate single-channel input, with global 

pooling after the last feature layer) 

 

REPLY:  

- ResNet-34 (He, Kaiming, et al. "Deep residual learning for image recognition." Proceedings of the 

IEEE conference on computer vision and pattern recognition. 2016.) was used as a backbone network. 

 

3. Describe how the network was initialized for training (e.g. ImageNet pretrained weights, He initialization). 

 

REPLY:  

- Initialized with ImageNet pre-trained weights. 

 

4. Does the network make predictions at the image-level or the patient level? Does the network consider multiple 

views? How are patient-level predictions obtained (e.g. the patient prediction is the mean of the network 

predictions from each view). 

 

REPLY: 

- Patient-level prediction was from the maximum of image-level predictions. 

 

5. Describe the training procedure - were any special learning techniques used (e.g. curriculum learning, 

distillation, multi-task learning, semi-supervised learning)? Was patch-based pretraining used? If so, please 

describe the procedure. 

 

REPLY: 

- Two-stage learning was used.  

- Stage-1: patch-level training from scratch for learning low-level features, stage-2: image-level fine-

tuning from the stage-1 model for learning high-level context.  

- Stage-1 is fully-supervised learning (i.e. annotated cancer & benign images were used for training), 

stage-2 is semi-supervised learning (i.e. all of the training images were used for training). 

 

6. Describe any data augmentation techniques employed during training. 

 

REPLY: 

- Random contrast/brightness/cropping/resize were used. 

 

7. Were any techniques used for class balancing during training (e.g. oversampling, focal loss)? 

 

REPLY: 

- Oversampling was used. 

 

8. Describe any inference-time techniques used (e.g. ensembling, test-time augmentation). 

 

REPLY: 

- x2 flip (R/L flip) ensemble was used. 

https://eur01.safelinks.protection.outlook.com/?url=https%3A%2F%2Farxiv.org%2Fabs%2F1512.03385&data=02%7C01%7Cfredrik.strand%40ki.se%7Ca3bbd3a026ea4283ae0008d7a2a1691c%7Cbff7eef1cf4b4f32be3da1dda043c05d%7C0%7C0%7C637156686450307032&sdata=xCk7cmwaS8m4KVnqspOWEKftN9%2Bm7xwa8nZIMAc4Pfg%3D&reserved=0
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9. If there are any noteworthy details not covered in the previous questions, please list them here. 

 

REPLY: (can be merged with #2 above) 

- Batch-instance normalization (H Nam, et al. “Batch-instance normalization for adaptively style-

invariant neural networks.” Proceedings of the conference on neural information processing systems. 

2018.) was used to overcome variance of pixel-level characteristics. 

- Deconvolution module (H Noh, et al. “Learning deconvolution network for semantic segmentation.” 

Proceedings of the IEEE International Conference on Computer Vision. 2015.) was used to overcome 

increase of false positives. 

- Loss function: binary cross-entropy  

- Model selection: we first set the 'end of training iterations' as a hyperparameter using our tuning 

dataset, and then just select the final model after training of the specified iterations. There was no 

accuracy target in terms of sensitivity or specificity during training. 

 

 

PART B - DATA  

 

1. What number of training cases did you use? How many cases? How many controls? (KR=South Korea; 

US=United States; UK=United Kingdom) 

 

 cancer benign normal Total 

KR 30,775 50,965 63,923 145,663 

US 2,452 7,297 8,275 18,024 

UK 3,241 1,282 2,020 6,543 

Total 36,468* 59,544 74,218 170,230 
*1 case per each patient 

 

2. If you used weak- or semi-supervised learning - how many labeled and unlabeled cases did you use for 

training? What type of supervision did you provide? 

 

REPLY: 

- 31,604 (86.7% of cancer) & 19,625 (33.0% of benign) were annotated by one of 12 radiologists with 

breast subspecialty by referring to previous radiology and pathology reports. 

- During two-stage learning, only annotated cancer and benign images (w/ the entire normal images) 

were used for stage-1 (i.e. fully-supervised learning), whereas all of the images were used for stage-2 

(i.e. semi-supervised learning; pixel-level binary cross-entropy for the annotated images including 

normal images, while average-pooled image-level binary cross-entropy for the un-annotated images).  

 

3. Which brands of mammography devices were represented in the training data?  

 

REPLY: 

- GE (69.9%), Hologic (28.0%), Siemens (1.9%), unknown (0.2%) 

 

4. What, if any, technique did you use to de-bias the algorithm in relation to mammography devices used? 

 

REPLY: 

- Batch-instance normalization (H Nam, et al. “Batch-instance normalization for adaptively style-

invariant neural networks.” Proceedings of the conference on neural information processing systems. 

2018.) was used to overcome variance of pixel-level characteristics. 

 

5. Did you aim to, and did you achieve, a wide distribution of women in terms of age, ethnicity, country of 

residence, and mammographic density?  

 

REPLY:  

- Korea, United States, United Kingdom. 

 

6. Did you aim to, and did you achieve, a wide distribution of tumor size, histology, in situ vs. invasive cancer, 

and molecular subtypes (i.e., Luminal A, B etc)? 
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REPLY: 

- (we don’t have any details for that) 

 

7. What was the size (pixels x pixels) of the input images to the network? 

 

REPLY: 

- 448x448 for stage-1, 1920x1280 for stage-2 

 

8. What was the format of the input images (e.g., PNG, DICOM)? 

 

REPLY: 

- Training: PNG converted from DICOM (using window center & width) 

- Inference: DICOM (converting DICOM to PNG for inference based on the same method used in the 

training process) 

 

9. What was the bit depth of the input images (8-bit, 10-bit, 12-bit, 14-bit, 16-bit)? 

 

REPLY: 

 

- 8-bit PNG 

 

10.  If you used multi-stage training (such as patch pre-training) please describe the procedure for each stage.  

 

REPLY: 

 

- Please refer to “Part-A. #5” & “Part-B. #2” 

 

 

PART C - OUTCOMES AND VALIDATION 

 

1. Did you use two or multiple outcomes for training? Which outcomes were used?  

 

REPLY: 

- Pixel-level output scores (i.e. heatmap) 

- Image-level output score (i.e. abnormality score), which is the maximum of the pixel-level output 

scores 

 

2. Did you differentiate between screen-detected and clinically detected cancers? If so, please describe how. 

 

REPLY:  

- Mixture of screening and diagnostic images. 

 

3. Did you take the time from image to detection into account? If so, please describe how.  

 

REPLY: 

- Cancer images were taken within 6 months before the biopsy-confirmed 

 

4. How were these outcomes defined (e.g., pathology-verified or radiologist assessment)? 

 

REPLY:   

- All cancer cases were biopsy-proven. All benign cases were biopsy-proven or proven by at least 1 year 

of follow-up imaging (e.g., mammogram, ultra-sound, etc). All normal cases were proven by at least 1 

year of follow-up imaging. 

 

5.  How were outcomes quality-checked (e.g., random cases studied in detail in hospital records)? 

 

REPLY: 

- Based on EHR/EMR in corresponding hospitals. 

 

6. How did you ensure that your algorithm is stable over time (and with subtle changes in settings and systems)? 
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REPLY: 

- Algorithmic efforts: Batch-Instance Normalization (mentioned before) for domain generalization & 

robustness. 

- Data: we are planning to expand our training data in order to cover various devices. 

 

7. Do you apply any techniques to hinder your algorithm from producing an output for images that deviate 

substantially from the images used in training? If so, please describe. 

 

REPLY: 

- Algorithmic efforts: Batch-Instance Normalization (mentioned before) for domain generalization & 

robustness. 

 

8. Did you have access to providers of external validation (i.e., using images and labels that you do not have 

access to)?  

 

REPLY: 

- There are several unofficial external validation works that we did not have access to providers of the 

validation, but below is the official one (presented in RSNA 2019) that we can share with you: 

- S Lee, et al., “Diagnostic Performances of Artificial Intelligence (AI)-Based Diagnostic Support 

Software for Mammography: Results Using a Standardized Test Set Built for External Validation” 

(SSJ02-05, RSNA 2019) 

 

 

PART D - SUBSEQUENT CHANGES 

 

Please describe the nature and/or effect of updates subsequent to the version of the algorithm used in this study 

 

REPLY: 

- will be improved in terms of 1) accuracy, 2) device coverage, 3) robustness & generalization 
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Algorithm 2 (AI-2) 
 

Original responses from the commercial provider of AI-2. 

 

PART A - TECHNIQUE 

 

1. Please describe in detail any pre-processing done to the images such as normalization, cropping, or 

segmentation. 

 

REPLY:  The following steps are performed in order: 1) normalization of the image between [0, 1], 2) resizing 

so that the height is 1750 pixels, 3) cropping out the background. 

 

2. Please provide a detailed description of the network architecture used, with appropriate references. Any 

deviations from the default should be described (e.g. a ResNet-50 https://arxiv.org/abs/1512.03385 backbone 

where the kernels of the first layer are changed to 3x3x1 to accommodate single-channel input, with global 

pooling after the last feature layer) 

 

REPLY: MobileNet backbone (https://arxiv.org/abs/1704.04861) with global average pooling layer after last 

feature layer.  

 

3. Describe how the network was initialized for training (e.g. ImageNet pretrained weights, He initialization). 

 

REPLY:  Overall, the training consists of two stages: 1) patch-level training, 2) image-level training. Prior to 

patch-level training, the weights are initialized from ImageNet pretrained weights. 

 

4. Does the network make predictions at the image-level or the patient level? Does the network consider multiple 

views? How are patient-level predictions obtained (e.g. the patient prediction is the mean of the network 

predictions from each view). 

 

REPLY: Predictions are made at the image-level. A breast-level prediction is obtained by averaging across the 

scores of all images for the breast. A patient-level prediction is obtained via a maximum over the breast-level 

scores. 

 

5. Describe the training procedure - were any special learning techniques used (e.g. curriculum learning, 

distillation, multi-task learning, semi-supervised learning)? Was patch-based pretraining used? If so, please 

describe the procedure. 

 

REPLY: Two stage approach: 

(1). Patch-level training using strongly-supervised data from DDSM and Optimam datasets, starting from 

ImageNet pre-trained weights. Trained for three-way classification of normal, benign, malignant. 

 

(2). Use the patch-level model to initialize a fully convolutional network for image-level binary (cancer/no 

cancer) classification. 

a) Train image-level model on DDSM and Optimam 

b) Then fine-tune image-level model on DREAM training set. 

 

6. Describe any data augmentation techniques employed during training. 

 

REPLY:  Images were randomly horizontally flipped as well as randomly resized by up to 15%. 

 

7. Were any techniques used for class balancing during training (e.g. oversampling, focal loss)? 

 

REPLY:  Cancers and non-cancers were sampled with equal probability for each training iteration. 

 

8. Describe any inference-time techniques used (e.g. ensembling, test-time augmentation). 

 

REPLY:  Final model is an ensemble of three models and predictions are averaged across horizontally mirrored 

versions of each image. 

 

 

https://eur01.safelinks.protection.outlook.com/?url=https%3A%2F%2Farxiv.org%2Fabs%2F1512.03385&data=02%7C01%7Cfredrik.strand%40ki.se%7Ca3bbd3a026ea4283ae0008d7a2a1691c%7Cbff7eef1cf4b4f32be3da1dda043c05d%7C0%7C0%7C637156686450307032&sdata=xCk7cmwaS8m4KVnqspOWEKftN9%2Bm7xwa8nZIMAc4Pfg%3D&reserved=0
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9. If there are any noteworthy details not covered in the previous questions, please list them here. 

 

REPLY:  The MobileNet architecture was specifically used to allow for high resolution training on the GPUs 

that were available for the DREAM Challenge. 

 

- Loss function: binary cross-entropy  

- Model selection: we first set the 'end of training iterations' as a hyperparameter using our tuning 

dataset, and then just select the final model after training of the specified iterations. There was no 

accuracy target in terms of sensitivity or specificity during training. 

 

 

 

PART B - DATA  

 

1. Training.  

a) What number of training cases did you use? How many cases? How many controls? 

 

REPLY:  DDSM: US population. 2602 scanned film studies, 35% cancer, 33% benign, 31% normals, unknown 

manufacturer  

Optimam: UK population. 13973 digital studies, 26% cancer, 2.5% benign, 72% normals, mostly Hologic but 

some GE 

DREAM: US population (Washington state). Training set of approximately 43K patient, 470 cancers, mostly 

Hologic 

 

b) Were repeated exams per woman included? 

REPLY: Repeated exams:  DDSM: 1 exam for patient. Optimam, DREAM: Mix of patients with one exam and 

multiple. 

 

c) Which views were included? 

REPLY: Views: DDSM: all 4 normal screening views. Optimam, DREAM: most cases contain standard 4 views, 

but not all. Only CC and MLO views were used for all datasets.  

 

2. If you used weak- or semi-supervised learning - how many labeled and unlabeled cases did you use for 

training? What type of supervision did you provide? 

 

REPLY: N/A 

 

3. Which brands of mammography devices were represented in the training data?  

 

REPLY:  Mostly Hologic, some GE. Also scanned film exams via DDSM. 

 

4. What, if any, technique did you use to de-bias the algorithm in relation to mammography devices used? 

 

REPLY:  N/A 

 

5. Did you aim to, and did you achieve, a wide distribution of women in terms of age, ethnicity, country of 

residence, and mammographic density?  

 

REPLY:  The datasets used were externally curated, but did contain data from both the US and UK. 

 

6. Did you aim to, and did you achieve, a wide distribution of tumor size, histology, in situ vs. invasive cancer, 

and molecular subtypes (i.e., Luminal A, B etc)? 

 

REPLY:  The datasets used were externally curated and typically contained a distribution representative of a 

screening population. 

 

7. What was the size (pixels x pixels) of the input images to the network? 

 

REPLY:  Height of 1750 pixels while maintaining aspect ratio 
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8. What was the format of the input images (e.g., PNG, DICOM)? 

 

REPLY:  Optimam and DREAM: originally were DICOM but converted to PNG. DDSM: JPG 

 

9. What was the bit depth of the input images (8-bit, 10-bit, 12-bit, 14-bit, 16-bit)? 

 

REPLY:  Optimam and DREAM DICOM files generally had a bit depth of 12.  

 

10.  If you used multi-stage training (such as patch pre-training) please describe the procedure for each stage.  

 

REPLY:  See PART A – 5 

 

 

PART C - OUTCOMES AND VALIDATION 

 

1. Did you use two or multiple outcomes for training? Which outcomes were used?  

 

REPLY:  

DDSM: US population. 2602 scanned film studies, 35% cancer, 33% benign, 31% normals, unknown 

manufacturer  

Optimam: UK population. 13973 digital studies, 26% cancer, 2.5% benign, 72% normals, mostly Hologic but 

some GE 

DREAM: US population (Washington state). Training set of approximately 43K patient, 470 cancers, mostly 

Hologic 

 

Patch-level training consisted of 3-way normal/benign/malignant classification. Image-level training consisted 

of binary cancer/no-cancer classification. 

 

2. Did you differentiate between screen-detected and clinically detected cancers? If so, please describe how. 

 

REPLY:  DREAM and DDSM contained screening exams. Optimam contained both screening and diagnostic 

exams.  

 

3. Did you take the time from image to detection into account? If so, please describe how.  

 

REPLY:  The labels were externally provided for each dataset, but generally consisted of a 365 day time 

window for cancers. 

 

4. How were these outcomes defined (e.g., pathology-verified or radiologist assessment)? 

 

REPLY: Yes, all cancer cases biopsy-proven for all datasets. 

 

BENIGN: For DDSM and Optimam, benigns were biospy-proven and/or proven by a subsequent follow-up. 

DREAM didn't specify benigns vs normals (see below).  

 

NORMAL: DDSM: We believe the normal cases were proven by 1 year follow-up, but not certain.  

DREAM: non-cancers were considered non-cancers if the patient didn't show up in the cancer registry in 365 

days. Optimam has a mix of non-confirmed and confirmed (by one/two year follow-up) normals. 

 

5.  How were outcomes quality-checked (e.g., random cases studied in detail in hospital records)? 

 

REPLY:  Datasets were externally curated. 

 

6. How did you ensure that your algorithm is stable over time (and with subtle changes in settings and systems)? 

 

REPLY:  We trained on all the data that was available in the DDSM, DREAM, and Optimam datasets. The 

variance across these datasets – ranging from film exams in the US to digital exams in the US and UK – helps 

with robustness.  
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7. Do you apply any techniques to hinder your algorithm from producing an output for images that deviate 

substantially from the images used in training? If so, please describe. 

 

REPLY:  For testing on the Karolinska dataset, we allowed the algorithm to run on all images that are CC and 

MLO views. 

 

8. Did you have access to providers of external validation (i.e., using images and labels that you do not have 

access to)?  

 

REPLY: Externally validated on DREAM test dataset (mostly Hologic data) 

 

 

PART D - SUBSEQUENT CHANGES 

 

Please describe the nature and/or effect of updates subsequent to the version of the algorithm used in this study 

 

REPLY:  We have since trained on more sources of data and have incorporated explicit localization via a 

detection framework that leverages both strongly and weakly labeled data (with also a novel approach for 

DBT):  https://arxiv.org/abs/1912.11027 

 

https://arxiv.org/abs/1912.11027
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Algorithm 3 (AI-3) 
 

Original responses from the commercial provider of AI-3. 

 

PART A - TECHNIQUE 

 

1. Please describe in detail any pre-processing done to the images such as normalization, cropping, or 

segmentation. 

 

REPLY: Proprietary preprocessing is applied to reduce differences between images of different vendors. 

 

2. Please provide a detailed description of the network architecture used, with appropriate references. Any 

deviations from the default should be described (e.g. a ResNet-50 https://arxiv.org/abs/1512.03385 backbone 

where the kernels of the first layer are changed to 3x3x1 to accommodate single-channel input, with global 

pooling after the last feature layer) 

 

REPLY: Multiple CNNs are used. For this publication we don’t disclose details of our system or network 

architecture. 

 

3. Describe how the network was initialized for training (e.g. ImageNet pretrained weights, He initialization). 

 

REPLY: A combination of training with ImageNet and training from scratch. 

 

4. Does the network make predictions at the image-level or the patient level? Does the network consider multiple 

views? How are patient-level predictions obtained (e.g. the patient prediction is the mean of the network 

predictions from each view). 

 

REPLY: Exam level predictions are derived from the most suspicious regions.  

 

5. Describe the training procedure - were any special learning techniques used (e.g. curriculum learning, 

distillation, multi-task learning, semi-supervised learning)? Was patch-based pretraining used? If so, please 

describe the procedure. 

 

REPLY: Predominantly supervised learning.  

 

6. Describe any data augmentation techniques employed during training. 

 

REPLY: Many spatial and intensity transformations are used for augmentation. 

 

7. Were any techniques used for class balancing during training (e.g. oversampling, focal loss)? 

 

REPLY: Oversampling 

 

8. Describe any inference-time techniques used (e.g. ensembling, test-time augmentation). 

 

REPLY: Ensembling 

 

9. If there are any noteworthy details not covered in the previous questions, please list them here. 

 

REPLY:  

- Loss function: binary cross-entropy  

- Model selection: model-selection done via looking at AUC-ROC and pAUC-FROC FROC [partial 

AUC of the free receiver operating characteristics curv]) on independent data 

 

 

PART B - DATA  

 

1. What number of training cases did you use? How many cases? How many controls? 

 

REPLY: The version used for this study was trained with approximately 3000 cases and 50,000 controls. 

https://eur01.safelinks.protection.outlook.com/?url=https%3A%2F%2Farxiv.org%2Fabs%2F1512.03385&data=02%7C01%7Cfredrik.strand%40ki.se%7Ca3bbd3a026ea4283ae0008d7a2a1691c%7Cbff7eef1cf4b4f32be3da1dda043c05d%7C0%7C0%7C637156686450307032&sdata=xCk7cmwaS8m4KVnqspOWEKftN9%2Bm7xwa8nZIMAc4Pfg%3D&reserved=0
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2. If you used weak- or semi-supervised learning - how many labeled and unlabeled cases did you use for 

training? What type of supervision did you provide? 

 

REPLY: All cancer lesions in the database were annotated on a pixel level, using radiological and biopsy case 

report forms. 

 

3. Which brands of mammography devices were represented in the training data?  

 

REPLY: Most training data was from Hologic.  

 

4. What, if any, technique did you use to de-bias the algorithm in relation to mammography devices used? 

 

REPL: None for this version. 

 

5. Did you aim to, and did you achieve, a wide distribution of women in terms of age, ethnicity, country of 

residence, and mammographic density?  

 

REPLY: Yes. We use data from multiple sources to represent the population. 

 

6. Did you aim to, and did you achieve, a wide distribution of tumor size, histology, in situ vs. invasive cancer, 

and molecular subtypes (i.e., Luminal A, B etc)? 

 

REPLY: Yes 

 

7. What was the size (pixels x pixels) of the input images to the network? 

 

REPLY: Original  

 

8. What was the format of the input images (e.g., PNG, DICOM)? 

 

REPLY: DICOM 

 

9. What was the bit depth of the input images (8-bit, 10-bit, 12-bit, 14-bit, 16-bit)? 

 

REPLY: The original depth provided by the manufacturer.  

 

10.  If you used multi-stage training (such as patch pre-training) please describe the procedure for each stage.  

 

REPLY: Not disclosed 

 

 

PART C - OUTCOMES AND VALIDATION 

 

1. Did you use two or multiple outcomes for training? Which outcomes were used?  

 

REPLY: Cancer, non-cancer 

 

2. Did you differentiate between screen-detected and clinically detected cancers? If so, please describe how. 

 

REPLY: No 

 

3. Did you take the time from image to detection into account? If so, please describe how.  

 

REPLY: No 

 

4. How were these outcomes defined (e.g., pathology-verified or radiologist assessment)? 

 

REPLY: All cancer cases are verified by pathology 
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5.  How were outcomes quality-checked (e.g., random cases studied in detail in hospital records)? 

 

REPLY:  

 

6. How did you ensure that your algorithm is stable over time (and with subtle changes in settings and systems)? 

 

REPLY: Provide a wide variety of data during training 

 

7. Do you apply any techniques to hinder your algorithm from producing an output for images that deviate 

substantially from the images used in training? If so, please describe. 

 

REPLY: Yes, e.g. reject exams from unknown devices 

 

8. Did you have access to providers of external validation (i.e., using images and labels that you do not have 

access to)?  

 

REPLY: Yes 

 

 

PART D - SUBSEQUENT CHANGES 

 

Please describe the nature and/or effect of updates subsequent to the version of the algorithm used in this study 

 

REPLY: Increase in performance due to design changes and training with more data from more sources.  

 

 

 

 


